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Abstract 
 
 

 Collaborative VisualEyes is the latest version of 
VisualEyes—the virtual reality system used by General 
Motors since 1993.  Internally developed, VisualEyes has 
been in production use since early 1995 in design and 
engineering applications, and is globally deployed.  
Collaborative VisualEyes enables global experimentation 
in distributed design reviews, and such experiments have 
been taking place to identify requirements. 
 This paper describes the simple, but powerful way that 
VisualEyes was retrofitted for collaboration, using 
CAVERNsoft. The same architecture is used to connect 
GM’s high-end immersive displays to each other and to 
live applications.  An example of a distributed design 
review scenario follows the architectural description. 
 
 
1. Introduction 
 
 Physical models have been, and still are, ubiquitous in 
many aspects of the vehicle development process in the 
automotive industry. The time and expense involved in 
physical model creation has lead to efforts in virtual 
prototyping—the replacement of physical models with 
computer models.  
 
 Many organizations are also global in scope, and need 
to share models and information among several dispersed 
groups.  Collaborative tools that eliminate the need for 
frequent travel, and the delays inherent in scheduling 
international meetings, will be crucial for fast and 
efficient decision-making. 
 

 Current virtual reality technology has not progressed 
enough to replace physical models in many real 
applications.  Often the models are very complicated and 
the graphics rendering is too slow for normal human 
interaction; or the human interface is too cumbersome and 
unnatural; and tactile and force feedback is very difficult, 
especially over large work volumes. 
 
 However, the technology is effective today as a visual 
communication tool—one that enables rapid group 
consensus though simple viewing and manipulation of a 
shared virtual model.  We have found this kind of 
communication most effective when models (e.g., 
vehicles, tooling, and components) are presented full-size 
on head-tracked, stereoscopic projection displays, which 
minimize the technology a user has to wear.   
 
1.1. VisualEyes 
 
 The foundation for GM’s collaborative virtual reality 
applications was established when an internally developed 
system called VisualEyes (VE) was adopted, then 
deployed, and distributed around the world for GM 
business[1]. VisualEyes is OpenGL based, and written in 
C and C++.  The basic code layer for VisualEyes was 
started in 1992 as a program to handle single-screen head-
tracked stereo displays.  In 1994, after consultation with 
the Electronic Visualization Laboratory (EVL), the code 
was extended to multiple screens and demonstrated on the 
EVL CAVE[2].  Subsequently, GM acquired a CAVE in 
November 1994. A layer for interactive, interpreted, 
wand-based tools and a scene graph layer completed the 
initial development (see Figure 1). Applications were 
shown privately to the Press at the Detroit International 
Auto Show in January 1995. 


Full paper citation:Smith, R., Pawlicki, R. R., Leigh, J., Brown, D. A., "Collaborative VisualEyes", Proc. of 4th International Immersive Projection Technology Workshop, Ames, Iowa,  June 19-20, 2000



 

 
Figure 1: VisualEyes Architecture 

 
 The basic System Layer of VisualEyes serves as GM’s 
version of the multi-process, multi-graphics-pipe “CAVE 
Library”. It renders a model stored in shared memory in 
parallel to multiple display screens in any configuration, 
and handles the typical head and hand tracking 
information.  Tracking information and button presses 
from a hand-held wand are fetched from shared memory.  
A separate IO Program, which can be tailored to 
particular devices, is responsible for providing data to 
shared memory. 
 
 The Scene Graph Layer incorporates readers for 
several formats of CAD and engineering data, and 
provides a sophisticated scripting language to define the 
initial virtual model and environment.  This layer builds 
the scene graph in shared memory, and provides the 
drawing routine that is invoked in parallel by each 
screen’s draw process. 
 
 Tool descriptions are read and parsed from text files  
that define tools as state machines.  Tool behaviors are  
sequences of primitive actions triggered by various 
combinations of interactive, user-initiated events (e.g., 
wand button presses). The primitive tool actions are 
implemented by dynamically loaded tool code referenced 
in the text definitions, and by some simple System Layer 
routines globally accessible by the tools.  The Tool Layer 
is independent from the Scene Graph Layer.  The Main 
program establishes the connection by initializing the 
Tool Layer with callback routines in the Scene Graph 
Layer which implement primitive operations like 
intersection of scene graph geometry with a picking ray, 
high-lighting geometry, and getting and setting scene 
graph node properties (locations, materials, etc).   
 
 There are currently three CAVE-like displays and 
numerous WALLs (single and multi-pipe flat screens) of 

various sizes in the Corporation.  The GM systems were 
originally justified and deployed for standalone, non-
collaborative use with VisualEyes. It is safe to say the 
technology has taken root. 
 
 
1.2. CAVERNsoft 
 
 Getting the first seed to grow in a Design, Engineering, 
or Manufacturing group is the hardest part.  In a big 
company, each of these groups has sister organizations 
that are more willing to adopt a technology once the 
process is proven in their domain.  If the results are good,  
secondary and tertiary installations go in.  Naturally, these 
systems need to work together. 
 

CAVERNsoft—developed at EVL—was 
designed to make the sharing of distributed databases, and 
communication of changes in those databases transparent 
to developers of virtual environment tools[3].  Its basis is 
the notion of  uniquely named “keys” that hold data, and 
an Information Request Broker (IRB) that manages them.  
A key in one IRB can be linked to a key in another IRB to 
share changes in data.  The IRB is actually a process 
thread that provides methods for setting and getting data 
from the key.  On receipt of new data, it calls a user 
callback function to handle the new data.  If new data is 
set into the key, the IRB disperses it to all linked keys 
(Figure 2).  Links can be customized so that data can 
either flow between the keys in one direction or bi-
directionally. Furthermore links can be assigned to deliver 
data over varying communication channels each possibly 
supported by a different protocol such as reliable TCP, 
unreliable UDP or Multicast. This is necessary because 
reliable TCP is often used to deliver critical state 
information about a client, whereas unreliable UDP or 
Multicast is typically used to deliver data from the 
CAVE’s tracking system. 
 
 

 
 

Figure 2: IRBs with Linked Keys 
 
2. Linked scene graphs 
 
Collaborative VisualEyes defines keys for certain 
properties of its scene graph nodes, and makes the 



structure of the scene graph available as well through 
special keys (“super keys”) defined in Section 2.2.  Scene 
graph properties are shared by linking them together with 
CAVERNsoft (Figure 3).  The types of properties that 
become keys in the database are: 
 

Material properties for objects; 
Rigid transformations of objects; 
Light properties; 
Switch node values; 
Current scene number; 
“View”. 

 
A number of properties (e.g., textures) are not handled.  
Geometry is also not kept in this property database.  
 
 

 
 

Figure 3: Linked Scene Graph Properties 
 
Tramberend [4] has employed a similar approach of 
synchronizing a scene graph over a distributed, shared 
memory model in Avocado. Tramberend's approach 
differs from VE's implementation in that Avocado will 
distribute geometry as well as shared state information. 
Furthermore Avocado enforces a total ordering of shared 
information so when new clients join a collaboration all 
interaction is suspended until the newly joining client is 
fully synchronized. CAVERNsoft, however, allows for 
temporary inconsistencies to occur and relies on a stable 
consistent state to be reached over time, hence avoiding 
the latency incurred by a total ordering of state 
transmissions. To enforce greater consistency 
requirements CAVERNsoft provides a locking 
mechanism to lock data on a remote key so that only a 
single client may update the key at any one time. 
Attempts by other clients to update the key will be 
ignored. 

CAVERNsoft was chosen to implement many underlying 
details for our networked environments--other approaches 
can be seen in [5][6][7]. 
 
2.1. Linked scene graph programming interface 
 
 An interface library initializes communications, and 
provides easy access to key data in a specified format for 
the property types previously described. 
 
 An individual key is created and registered by the 
interface using a unique property name, a property type, 
and an “ID”.  For a material property this might look like: 
 
 keyID = veRegisterKey(“cloth23”, MATERIAL, ID1). 
 
The name is used in producing a unique keyID to refer to 
the key.  The routine creates a key, which will store the 
key data, the property ID, and a user “callback” routine 
(below). 
 
 The property’s ID is its shared memory address in the 
scene graph.   The ID can be recovered by intersection of 
a picking ray with the scene geometry.  For example, the 
user’s “paint” tool returns the ID of the material 
associated with geometry picked by the user, so that it 
may be changed.  The ID can also be recovered from the 
property name specified in the script as part of the scene 
graph definition.  Animations, for example, store the 
name for the property to be animated in the definition, 
and look up the ID from it during execution. 
 
 The programming interface specifies a data “Set” and 
“Get” method for each property type; e.g., 
 
 veMaterialSetData(keyID, tokeydata) 
 veMaterialGetData(keyID, fromkeydata). 
 
Data for a new material is “Set” to the key for storage; 
key data is retrieved and loaded into the user’s data 
storage during a “Get”. 
 
 Besides the “Get” routine used to poll keys for 
changes, the interface provides for a “call back” to a user-
supplied routine when data is received from outside for 
the key. The interface allows registering callbacks 
depending on the property types of the data to be handled 
(e.g., MATERIAL): 
 
 veRegisterTypeCB(MATERIAL, CB1). 
 
When called, the callback routine (e.g., CB1) takes 
keydata and the scene graph property ID as arguments, 
converts the keydata to the format needed for the scene 
graph, and puts it in the scene graph. 



 

 
 

Figure 4: Connecting VisualEyes and CAVERNsoft 
 

 Figure 4 shows how VisualEyes uses the interface. 
Any action that changes a property of a particular type 
passes through one routine (e.g., SetMaterial), which sets 
the new value locally in the scene graph, and sets the key.  
The interface library then distributes this new key value to 
any linked keys. 
 
 When new data on a key is received from outside the 
application, the callback function is called with the 
property ID and the new property data, and stores the data 
in the scene graph.  (In reality, the callback updates are 
queued as they come in asynchronously, and applied 
during the update cycle of the application, after all the 
parallel drawing processes have finished using the scene 
graph for that cycle). 
 
2.2. Acquiring the scene graph 
 
 One application is designated as the Server, and the 
other applications are Clients.  All participants must 
operate from the same scene graph script, and have 
resident a copy of the geometric and image databases.  
The script describes the initial values of the other 
properties in the (possibly) multiple scenes to be 
described in the scene graph.  The primary difference 
between the Server and a Client is that while both define 
keys, the Client then links its keys to the corresponding 
keys of the Server. 
 
 The Server runs first, and builds the scene graph from 
the script and resident databases referenced by it.  It then 
traverses the scene graph in a canonical order, registering 

keys for the properties found in that order, using the 
property name, type, and ID from the scene graph.  If the 
property was not initially named in the script, a unique 
name is created for it and stored internally, based on the 
property type, and the order in which it was found in the 
traversal.  Key names are important: a client must know 
the name of a server’s key to link its own key to it. 
 
 The keyIDs for all the keys created in order for a scene 
are stored in a “super” key, referenced by the keyID of the 
scene itself, with the count of keyIDs in the list: 
 
 veSceneSetHierarchy(scenekeyID, count, keyIDlist) 
 
This registers the super key and data; the key name is not 
user-supplied, but known internally by the interface. 
 
The list of all scene keyIDs are also stored in a “super” 
key, with the count of all the scenes: 
 
 veSceneSetScenes(count, scenekeyIDlist). 
 
 A client application first initiates communications with 
the server.  It can then get a list of keys for all the scenes 
in the server’s scene graph, with their count, by: 
 
     scenekeyIDlist = veSceneGetScenes(&cnt) 
 
For each scene, the client obtains the scenekeyID from the 
list, registers it and links it to the Server’s scene key to 
obtain the scene data.  The Client then can access a 
formatted list of keyIDs for each scene property, and their 
count, with 
 
 keyIDlist = veSceneGetHierarchy(scenekeyID, &cnt). 
 
The name of each property, and its data type, can be 
accessed by additional interface routines using the keyID. 
The same ‘named” keys are assumed to exist on the 
Server, and the Client can now register its keys and link 
them to the Server keys to obtain dynamic updates. 
 
3. VE to VE 
 
 A Collaborative VisualEyes server and one or more 
Collaborative VisualEyes client connections support 
shared visualization of a common model in distributed 
immersive displays.  This architectural approach has been 
used to connect multiple ImmersaDesks[8] in public 
demonstrations, and is internally used at GM to connect 
several CAVEs and WALLs collaboratively worldwide.  
Typical uses concentrate on design review of the shared 
model—the humans involved are not represented visually.  
They communicate verbally by speakerphone.  It is 
anticipated that when reviews become less formally 



orchestrated, and a mix of participants is involved, that 
visualization of the participants will be important to better 
understand the discourse.  
 
3.1 Avatars and avatar animation 
 
 In a number of demonstrations, however, we have 
incorporated virtual human figures.  The representations 
of remote human participants are by simple articulated 
avatars with static 3D faces modeled from photographs of 
the participants (Figure 5).  A single head and hand 
tracker worn by the human controls each avatar.  A 3D 
arrowhead represents the real-time location of the 
participant’s tracked hand to remote observers.  
 
 

   
 

Figure 5: Collaborative Session with Avatars 
 

The avatar’s head moves and turns with the participant’s 
real head, with the avatar body hanging from it.  Simple 
avatar animations can be triggered by the locations of the 
head and hand tracking sensors.   For an avatar intended 
to enter and exit a vehicle, the height of the head tracking 
sensor above ground determines whether a standing or 
sitting posture is appropriate, and triggers an animation to 
move the avatar into that posture as necessary.  Inside the 
vehicle, avatar animations are triggered if the arrow 
(tracked hand) is brought into proximity with various 
objects.  If the human participant reaches for the steering 
wheel (Figure 6), the rear-view mirror, or the glove box in 
the virtual car, his or her remote avatar does the same, 
providing some semblance of the human’s actions. These 
actions can be in concert with glove box (or door or 
trunk) opening and closing animations as well. 
 
 Head and hand tracking information is sent out 
repeatedly by each participant to an avatar server, which 
bundles the data and ships it to all clients, so that the 
pointing arrows and head motions of the avatars can be 
kept up to date.  The triggered avatar animations, 
however, are handled locally—only start and stop 
animation information is transmitted. 

 

 
 

Figure 6: Example of Avatar Animation 
 
4. Live applications 
 
 During interactive scene graph editing by participants,  
all the changing properties on linked keys are transmitted.  
The interactive tools in VisualEyes allow participants to 
continuously move, or paint, or zoom objects while others 
watch on remote displays. 
 
 First-person manipulation of the 3D environment is 
useful, but it is still difficult to manipulate models with 
any precision in the 3D space, and it has often become  
desirable to interactively edit scene graph properties from 
another live application, usually with a 2D GUI (graphical 
user interface) composed of buttons and sliders and a 
mouse. 
 
 In addition, many people are trained to use the GUI of 
standard applications for modeling, painting, and 
animation, and it would be helpful if they could use them 
to create and alter portions of the virtual environment, 
both in advance of use, and during use.  The same basic 
mechanism shown in the box in Figure 4 can be used as 
the main part of a plug-in code to standard applications 
that provides a programming interface to their data bases. 
 

 
 

Figure 7: Application Interfaces to Shared Scene Graph 



To date, plug-ins have been written for Alias AutoStudio, 
Unigraphics, and RobCad (Tecnomatix’ robotic workcell 
simulation).  These are generally used to produce and 
dump data and to write a corresponding script for 
VisualEyes to load.  However, the applications can also 
“live-link” to Collaborative VisualEyes (Figure 7).  
Within the limitations imposed by the application 
interface, the familiar editing tools of the application can 
be used to modify the scene graph being viewed 
simultaneously in many places. 
 
4.1. LiveEdit 
 
 An instance of this kind of scene graph editing from a 
remote live application is shown in Figure 8.  
 

 
 

Figure 8: LiveEdit with Collaborative VisualEyes 
 

This application, LiveEdit, was written internally, and can 
take full advantage of the shared scene graph interface 
library.  The application provides typical slider GUI 
controls for editing object transformations, material 
properties, and light properties, among others.  LiveEdit 
attaches to the Server, and uses the defined “super” keys 
to acquire the lists of scenes and elements in each scene.  
The user picks a button to select a property type, and the 
names of the linked keys appear in the LiveEdit scrollable 
window.  Selection of one of the names brings up the 
appropriate editor for that property type, reads the current 
values into the GUI displays and controls, and allows the 
user to dynamically manipulate all the remote displays 
showing that property. 
 
5. Distributed design review scenario 
 
 Design teams and executives on different continents 
have begun to use these tools collaboratively in reviews 
of future vehicles.  To stimulate new ways of thinking 
about application of the technology, we demonstrated a 
design review scenario that ties all the ideas described 
together (Figure 9). 

 In the scenario, two participants meet in a showroom 
setting to review a combination of styling, packaging, and 
engineering aspects of a proposed vehicle.  Other 
participants (back in the design studios) work unseen, 
through the use of the simple 2D VisualEyes desktop 
simulator.  They can watch the principals (as avatars) and 
engage in the conversation, taking direction and making 
changes to the virtual models interactively, or making 
notes. 
 

 
 

Figure 9: View of Collaborative Environment 
 
 The observers do not have to be in the typically 
darkened environment of these immersive displays, but 
can be in the natural work setting, linking through their 
normal CAD and CAE tools in addition to the simulator.  
In the demonstration, we used two terminals of LiveEdit 
for this purpose. 
 
 

 
 

Figure 10: A Virtual Meeting in a Virtual Car 
 
 
 



 Who’s in control?  We demonstrated a “conductor-
orchestra” concept.  The immersed participants actively 
manipulate the environment, but also give directions back 
to remote observers who perform more detailed 
modifications.  
 
 An alternative scenario has the observers controlling 
and triggering all the actions to present pre-scripted 
alternatives in a fast and efficient way.  They could, in 
fact, lead the immersed participant around by his own 
avatar—e.g., animating it to open a door and enter the 
vehicle while the viewer passively watches all of this 
action first-person.  The real person is stationary; his 
viewpoint is animated and the scenery moves by 
appropriately.  For a second immersed viewer (in a 
different display), the other person’s avatar is animating 
in a natural way—opening the door, and climbing inside 
the car. 
 
5.1. Portals 
 
 Multi-disciplinary reviews will be commonplace in the 
future as all aspects of vehicle design become tightly 
integrated at each step.  We used the concept of  “portals” 
to move the participant from one database to another,  
representing engineering and manufacturing analyses, as 
well as styling data.  An avatar selects a portal (signpost) 
by pointing at it, and disappears from the current scene, 
appearing in the new scene.  Other participants see these 
comings-and-goings.  The rooms inside the portals are 
natural meeting places to review specific data or analyses. 
 

 
 

Figure 11: Example Portals to Other Analysis Data 
 
 If the databases underlying the analyses are piece-meal 
and rapidly changing, it is difficult to fully integrate them 
until later in the vehicle development process. This is one 
reason why multi-disciplinarian teams are essential in 
smoothing over the discontinuities. However, it is 
relatively easy to loosely couple these databases in 

Collaborative VisualEyes (via portals) which should 
greatly aid communication. 
 
6. Conclusions and future work 
 
 GM’s infranet was used for communications among 
North American sites and Opel in Germany.  One site was 
designated as a server, and the other participants were 
clients. The communications protocol used was reliable 
TCP.  Unreliable (and faster) UDP protocols were not 
used due to security restrictions.  The communication 
latency to Germany was typically 60ms to 70ms, and less 
than 1ms locally.  These latencies were not a hindrance 
for the typical viewing and selection interactions 
associated with product evaluation. 
 
 The design reviews do not need to be intermittent.  We 
expect that a persistent tele-immersion environment[3] 
coupled tightly to the entire vehicle development process 
database could provide a “living” and developing concept, 
moving the technology from collaborative review to 
collaborative design. 
   
 A persistent environment requires a master database 
for the vehicle, which can always be accessed by any live 
display giving a snapshot in time of the evolving design.   
Designers who grew up with clay models are used to 
seeing their designs evolving daily—physically sharing 
the work area with them.  The long-term presence is 
important in understanding if a novel styling idea still 
“works” after some exposure to it. 
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